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Abstract. We present a system design for applying functional mod-
els of improvisational music to the generation of game soundtracks
that react to game events. We provide a proof-of-concept imple-
mentation using Unity/C# and Haskell to create an interactive scene
where the music changes as the user interacts with creatures in the
environment.

1 Introduction
Procedural generation of various aspects of games is becoming in-
creasingly common. Maps, locations of items, and characters are all
frequent points of randomization. There has also been significant
work in the area of procedural music generation for games. How-
ever, highly procedural music generation of game soundtracks is not
as frequent an occurrence as is, for example, procedural map gen-
eration. There has been some work on fully procedurally generated
scores for game soundtracks[1, 2, 4], but most mainstream games
that attempt to adapt the soundtrack to game events do so by cross-
fading between existing recordings. There is still relatively little work
on novel score generation for games focused on note-to-note gener-
ation instead of heavy reliance on recombinance of existing musical
material (whether at the score or audio level).

In a real-time generative scenario where user-triggered events oc-
cur unexpectedly (as contrasted with movies or cutscenes where the
timing is known in advance), there are fundamentally two kinds of
procedural sound: instantaneous sounds or sound effects, for which
immediate playback is most important, and music, for which main-
taining hierarchical consistency can be more important than pro-
viding an immediate response. Music can become disorganized if
changed too quickly, and as such may not be able to exactly synchro-
nize with user-triggered events while still maintaining coherency.
Cross-fading rapidly between a slow, steady piece of music and a
fast, syncopated one to try to match a change in mood is an example
of this. If handled poorly, the transition will be both noticeable and
potentially distracting from gameplay.

Markov chains are one of the few strategies that are widely used in
music while also having been applied to note-by-note sountrack gen-
eration in games3. While Markov chains can adapt to game changes
both quickly and smoothly, they are prone to state space explosion
when modeling complex structures. Hierarchical Markov chains have
been used in game music generation as a means to mitigate this while
retaining some musical structure[1]. Even so, these models are not
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Figure 1: Screenshot of “Jazzy Beach Critters” showing the three crit-
ters: a hermit crab (left), snail (middle) and true crab (right). Ran-
domly colored note symbols are emitted like particles by the critters
each time they play a musical note.

well-suited to situations like ours where each part is best treated as a
partially-independent process. In our generative model, each instru-
ment has its own independent internal state and, at each generative
call, each part can generate multiple notes (whether sequentially as a
melody or simultaneously as a chord).

We have created an interactive scene, called“Jazzy Beach Crit-
ters,” which allows the preservation of larger-scale structures in real-
time generated music while still adapting to changes in style and
mood based on user actions. The scene features a beach at sunset
where the user can interact with animals as music is created. Much
like the famous “Peter and the Wolf,” the animals in our scene cor-
respond to instruments, and the music they generate reflects their
mood. The critters collectively make up a jazz band with the rolls
of lead, harmony, and bass. The ocean is a fourth participant in the
music and plays a drum beat that is synchronized to the appearance
of waves. Notes emitted by the critters (and ocean) must be syn-
chronized to share a harmonic context, metrical structure, and given
tempo. The harmonic context is randomized and can change period-
ically. A video demo of the scene is available online at:
www.donyaquick.com/jazzy-beach-critters
The rate at which the structured music can be changed depends

on two things: the complexity of the generative algorithm and the
minimum temporal span of important features. In our case, a single
measure of music playing out before changes take effect was suffi-
cient to accommodate both of these limitations with a 4/4 time sig-
nature even at elevated tempos. Practically, this means that the music
will only take 1-2 seconds to adapt while maintaining harmonic and
metrical coherency.



Our generative model for music is taken from “A Functional
Model of Jazz Improvisation”[3], which presents a strategy for gen-
erating improvisational music in real time while communicating
information between musicians and adhering to shared constraints
(such as the current key). Each part or instrument stochastically gen-
erates short segments of music while maintaining an internal state,
which is updated between segments. In a real-time setting, genera-
tion of segments can be overlapped slightly to compensate for gen-
eration time and ensure a continual stream of music. The generative
workflow we used is shown at a high level in Figure 2. We empha-
size two points: (1) communication between between the generative
music algorithms and game scene is bidirectional, allowing music to
influence game events in addition to game events influencing the mu-
sic, and (2) our generative models are not reliant on recombinance of
existing music and can produce completely novel sequences.

2 Implementation
Each critter’s sounds are spatial such that the critter’s location in the
scene affects panning. Each critter has three moods that govern its
musical behavior:

• Happy critters play cohesively in the current style and obey the
shared harmonic and metrical context.

• Neutral critters play only a few notes periodically but still adhere
to the shared harmonic and metrical context.

• Angry critters follow the metrical context but now disregard the
harmonic context and produce dissonance. If all three critters are
angry, the result will be largely atonal.

Users can interact with the critters and scene in several ways:

• Placing food by clicking on the ground. Nearby critters will move
to eat the food, allowing users to move critters around the scene.
The food will eventually disappear if not consumed.

• Petting a critter, which makes the critter move closer to the user
and improves the critter’s mood if neutral or angry.

• Poking a critter, which makes the critter run away; its mood will
sour if happy or neutral.

• Changing the style for happy critters by clicking a beach ball in
the scene.

“Jazzy Beach Critters” is implemented with a combination of
Unity and Haskell. Graphical elements and determination of high-
level musical features like style and critter mood take place within
Unity and C# (Unity’s scripting language). The music generation is
implemented in Haskell4 as a script that takes arguments for each
critter and returns a score represented as abstract notes (pitch and
onset for each sound).

In order to better synchronize audio and visual elements, sound
synthesis from the abstract notes takes place back in Unity/C#. Each
critter has multiple channels for triggering audio samples in round-
robin fashion to allow notes to overlap in time. The music generation
script is called partway through the playback of the last musical seg-
ment and runs asynchronously to return the next musical segment
before the current one ends. In the unlikely event that the script is
unable to finish in time, the current segment is simply repeated to
ensure a continuous stream of music. In addition to structured mu-
sic, “Jazzy Beach Critters” also features sound effects corresponding
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Figure 2: A relative depiction of our workflow over time for generat-
ing and playing segments of music. Segments typically contain many
notes. In “Jazzy Beach Critters,” each segment spans one measure of
music.

to user and critter actions. These events are unlikely to align with
the music and simply serve as auditory feedback when actions are
performed.

Scheduling is handled differently for sound effects and structured
musical sounds. Sound effects can be simply triggered in the graph-
ical update loop while achieving a satisfactory result, but this does
not work for structured musical elements where consistent spacing
of the events in time is actually more important. Triggering musical
note playback at the graphical update rate results in audible jitter in
the metrical structure, and so the samples must be triggered using
Unity’s separate audio timing system.

3 Conclusion and Future Work
“Jazzy Beach Critters” is a proof of concept for using real-time mod-
els of improvisational music in a game scene where features of the
music need to change in response to user-triggered events. While
this particular demo is designed to facilitate control over events that
change the music, addition of more classic game features like goals
and challenges would be simple - for example, allowing the critters
to affect each others’ moods, thereby making it trickier to achieve
cohesive music for an extended period of time. We feel that the same
system design can be extended into more complete, larger games to
create a unique musical experience for each play through and to add
depth to the gameplay experience.

Currently, our critters only play jazz, but the same musical frame-
work we have used here has also been applied to other genres and
has even been used in live, interactive performances with human mu-
sicians. Introduction of other styles into our scene would be easy, as
would the introduction of musically-meaningful interactions such as
the incorporation of motifs provided by the user into the critters’ out-
put. Style could also be changed on a per-critter basis rather than as
a group, as our generative music framework can be used to mix-and-
match parts of different styles.
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